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Abstract

Future 5G networks will run into the massive spread of applications with di-
verse and stringent requirements in terms of latency, reliability and security.
Current multi-layer transport networks lack coordination between their con-
stituent IP/MPLS and optical layers, and thus cannot provide to applications
a full service differentiation all the way down to the optical layer. This limi-
tation can be overcome by the adoption of a Software-Defined Network (SDN)
orchestrator between the underlying multi-layer transport network and the ap-
plications, with the aim of offering them tailored network connectivity and min-
imizing network resources’ consumption. The orchestrator must thus be able to
dynamically compute multi-layer paths and allocate optical and IP/MPLS re-
sources in an application-aware fashion (i.e, to meet applications’ requirements),
both when applications require service provisioning for the first time and when
their connectivity must be restored after any network failure. In this paper,
we propose a novel auxiliary-graph-based application-aware service provision-
ing algorithm, able to dynamically provision applications’ service requests at
runtime according to their needs. Simulations show that, unlike a benchmark
application-unaware algorithm, it prevents the violation of application require-
ments (in terms of bandwidth, latency and availability) while guaranteeing a
similar blocking probability. Following the same principles, we then propose
an application-aware restoration algorithm, where fine-grained application traf-
fic flows can be individually restored according to their tolerance to service
disruption: a faster IP/MPLS restoration is considered more appropriate for
applications with low tolerance, while slower multi-layer restoration is chosen
for the others. Also this approach is proved to always comply with application
requirements, and it can successfully restore much more application traffic flows
than simple optical restoration.
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1. Introduction

Modern Internet traffic is generated by a multitude of different applications
(e.g., video streaming, online gaming, financial transactions, etc.), each with
its own requirements in terms of bandwidth, latency, reliability etc. This In-
ternet traffic heterogeneity is expected to further increase in the future 5G era5

[1] with the proliferation of innovative applications with very stringent latency
and reliability requirements, such as tactile Internet applications [2] (e.g. re-
mote surgery, exoskeleton control, etc.) or autonomous driving [3]. Future 5G
networks are expected to go beyond the simple empowering of radio interfaces,
thus requiring the definition of a new end-to-end system able to differentiate ap-10

plications’ traffic over multiple segments of the networks [4]. Specifically, in the
transport network segment, network engineers have already tried to improve
service differentiation by designing advanced traffic engineering techniques at
IP/Multi Protocol Label Switching (MPLS) packet layer. However, such effort
is severely limited by the fact that application traffic with diverse requirements15

is eventually groomed into the same few large optical connections and treated in
the same way. For this reason a more comprehensive approach, able to achieve
full service differentiation for applications all the way down to the optical layer,
is needed.

Application-centric networking is an emerging paradigm that aims at pro-20

viding fully-tailored connectivity services to applications [5][6]. This can only be
achieved if the network is able to (i) learn information about application require-
ments and (ii) steer traffic according to application needs (i.e., in an application-
aware fashion) at both IP/MPLS and optical layers (i.e., in a multi-layer fash-
ion). The former information gathering is enabled by the novel intent-based25

networking paradigm [7] according to which an application specifies, through
an intent-based interface, what it wants from the network in terms of require-
ments (i.e., the intent) without indicating how the network should achieve it.
The network is then responsible for configuring itself, by allocating IP/MPLS
and optical resources in a convenient way that guarantees the requested service.30

From an architectural point of view, one of the most promising and recently-
investigated solutions to accomplish this goal consists of adopting a (logically)
centralized multi-layer Software Defined Networking (SDN) network orchestra-
tor [8][9]. Even though describing in detail the functionalities and supported
protocols by such a network orchestrator is out the scope of this paper1, it is im-35

portant to briefly recall its high-level architecture. The orchestrator exposes an
intent-based Northbound Interface (NBI) to the applications, is able to gather
application-specific intents and to compute appropriate multi-layer paths based

1Please refer to the ACINO H2020 European project (www.acino.eu) for further details on
an application-centric orchestrator implementation (Deliverable D4.3 [10])
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Figure 1: Architecture of an application-aware multi-layer network orchestrator.

(i) on applications’ preferences and (ii) on the current network status. The al-
location of resources on the computed paths is then orchestrated at both optical40

and IP/MPLS layers through convenient Southbound Interfaces (SBIs) control-
ling packet and optical network devices or controllers, as shown in Fig. 1. It is
then clear that equipping the SDN orchestrator with appropriate path computa-
tion and resource allocation modules is of paramount importance to move a step
towards an application-centric networking vision. In this paper, we specifically45

consider two different but related problems concerning these aspects.
First, we focus on dynamic service provisioning of service requests (i.e., in-

tents), which arrive and leave over time and are generated by applications with
heterogeneous requirements. We define a novel algorithm, called application-
aware service provisioning, able to compute paths and jointly allocate IP/MPLS50

and optical resources while meeting multiple optional application requirements
(in this paper we consider bandwidth, latency, availability). It exploits the
concept of auxiliary graphs (firstly formalized in [11]), and extends the auxil-
iary graph construction methodology proposed in [12] to provide application-
awareness to each service request. Moreover, the algorithm has a modular de-55

sign, i.e., it can be easily extended to consider other application requirements.
Second, we further leverage on auxiliary graphs for the design of an application-

aware service restoration algorithm. The algorithm allows to reactively reroute
provisioned service requests on new computed paths every time they are af-
fected by network failures (e.g. fiber cuts). It relies on two novel restoration60

strategies, called application-aware IP/MPLS restoration and application-aware
multi-layer restoration: the former provides quicker reaction times (no optical
connections are altered), while the latter is able to repair a larger set of failures
at the expense of establishing new optical resources, which is a slow process.
The two strategies are complementary, and enable the algorithm to restore ser-65

vice requests with different tolerances to service disruption. Moreover, unlike
today’s restoration schemes (e.g. IP Fast Reroute [13] and optical restoration
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[14]), they both are fine-grained, i.e., able to restore each application traffic flow
individually rather than restoring all the affected traffic on the same path.

We ran extensive simulations to evaluate our application-aware service pro-70

visioning and restoration algorithms. Results show that they both outperform
benchmark strategies lacking application awareness at no considerable addi-
tional costs in terms of used optical and IP/MPLS resources. In fact, they
are able to better distribute the application traffic flows according to applica-
tion needs, thus improving network performance from a service differentiation75

perspective.
The remainder of this paper is organized as follows. Section 2 provides

an overview of the related work. Section 3 formalizes the application-aware
service provisioning and restoration problems and describes our auxiliary graph
model. Sections 4 and 5 detail our auxiliary-graph-based service provisioning80

and restoration algorithms to solve the related problems. They also recall the
application-unaware benchmark strategies for performance assessment of our
approaches, which is performed in Section 6. Eventually, Section 7 concludes
the paper.

2. Related Work85

Our work moves a step towards the concept of (i) application-centric net-
working, with the definition of novel application-aware algorithms for both (ii)
dynamic service provisioning and (iii) restoration in single and multi-layer net-
works. In the following, we recall the related work and our advancement on
each of these topics.90

2.1. Application-centric networking

In literature, application-centric (or application-aware, or, more-broadly,
QoS-aware) networking [15][16] refers to the need of differentiating the network
traffic depending on application or customer requirements. While Ref. [15]
shows how some traffic differentiation can be obtained through an application-95

aware packet aggregation, Ref. [16] proposes a methodology to differentiate
traffic grooming according to some QoS traffic classes. However, in these works
applications cannot explicitly specify their requirements to the network, and
their solutions cannot thus be fully considered as application-centric.

With the identification of the SDN paradigm as key enabler of application-100

centric networking, many works have dealt with the definition SDN-based ar-
chitectures towards this direction. Ref. [17] proposes an architecture for SDN
application-aware resource management, while Refs. [18][19] specify how an
SDN controller can collect network and application statistics to increase net-
works’ application awareness. Specifically, Ref. [18] presents a framework that105

enables application classification by adopting machine learning techniques, while
Ref. [19] shows how, by reactively collecting information through deep packet
inspection and direct input from applications, the SDN controller can enhance
the user experience.
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However, these works focus on SDN control in a single-layer scenario. Refs.110

[8][9] move a step further, facing the problem of designing an application-aware
multi-layer orchestrator. Ref. [8] introduces the general concept of multi-layer
orchestration in application-centric networking, while Ref. [9] proposes a pre-
liminary architecture for such an orchestrator. In this paper, we leverage on the
same principles and architecture of Refs. [8][9], but we focus on two aspects that115

have not been thoroughly investigated yet: how to provide application-aware
service provisioning and restoration paths to application-generated traffic and
how to allocate resources in the multi-layer network.

2.2. Dynamic service provisioning in single and multi-layer networks

The problem of dynamically provisioning connectivity requests while taking120

into account the multi-layer nature of transport networks has already been in-
vestigated in literature. Ref. [20] proposes an algorithm for efficient grooming of
traffic flows in IP-over-WDM multi-layer networks, showing that it outperforms
conventional shortest path algorithms in terms of blocking probability. How-
ever, they consider a fixed IP topology, while in our work the IP topology can125

be dynamically updated by adding new optical resources. Ref. [21] proposes a
path computation algorithm that favors the accommodation of connection re-
quests at IP layer, which is more dynamic, over the establishment of new optical
resources: our approach follows the same principle. Ref. [22] describes an algo-
rithm for path provisioning in multi-layer networks that takes into account both130

network and cloud resources. Even though our work only deals with network
resources, it can be extended towards the same direction.

Refs. [12][23] propose instead two dynamic algorithms for virtual network
mapping onto a multi-layer physical network substrate. Such works focus on the
problem of Virtual Network Embedding (VNE), which relies on two subprob-135

lems, i.e., link and node mapping. Specifically, the link mapping subproblem is
analogous to the end-to-end provisioning problem we want to solve. In our work,
we exploit the same methodology of Ref. [12], by exploiting a similar auxiliary
graph model that can be manipulated to guarantee application awareness.

While all these works do not consider any service differentiation in the con-140

nectivity provisioning, some other works take instead into account this aspect
and pave the way towards an application centric vision. Ref. [24] proposes a
dynamic and multi-layer resource allocation algorithm able to guarantee differ-
entiated end-to-end QoS to various connection classes. Our approach is similar,
but we consider a finer differentiation, i.e., on a per-application basis. Ref. [25]145

proposes an adaptive QoS-aware routing scheme based on a reinforcement learn-
ing technique. The authors consider multiple requirements such as loss, delay
and throughput, and design a distributed multi-layer hierarchical control plane
to minimize the signaling delay. However, in their implementation they eventu-
ally focus on a single-layer scenario, while our approach is inherently multi-layer.150

Ref. [26] proposes an algorithm for application-driven service provisioning but
only considers (i) bandwidth and latency requirements, and (ii) a single (i.e.,
packet) layer. Our work moves a step forward by considering an additional
requirement (i.e., availability) and focusing on a multi-layer scenario.
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2.3. Service restoration in single and multi-layer networks155

Many restoration schemes for the reactive mitigation of service disruption
due to network failures have been designed and can be found in literature. Most
of the existing schemes focus on single-layer restoration, either at optical [27]
or IP/MPLS [28][29] layers. However, single-layer restoration techniques have
been proved to be partially ineffective, since they are not able to recognize and160

handle outages happening in other layers [30].
Some works have thus dealt with multi-layer restoration, where information

from optical and IP/MPLS layers (e.g. failure alarms) is jointly exploited to
effectively react to any kind of network outages. Specifically, Ref. [31] analyzes
the needed interaction between optical and IP/MPLS layers to enable multi-165

layer restoration, while Ref. [32] proposes an integer linear programming model
and a heuristic algorithm to solve the problem. Refs. [33][34] focus on techno-
economic aspects, showing that multi-layer restoration is beneficial from a cost
perspective, while Refs. [35][36] focus on architectural solutions to enable it.
Ref. [37] proposes a multi-layer scheme where IP/MPLS restoration is favored170

over optical restoration. Our work follows the same approach.
However, none of these works guarantees that QoS is maintained for affected

services after restoration. Some works have dealt with this issue both in single-
and multi-layer network scenarios. Refs. [38][39] focus on QoS-based restoration
in a single-layer scenario. Ref. [38] defines an optical restoration scheme that175

takes into account two requirements (i.e., hop count and delay), while Ref.
[39] proposes a framework for VNE where QoS performance is maintained for
affected virtual networks. Our approach follows similar principles, but we focus
on end-to-end connectivity and on a multi-layer scenario.

Some recent works have moved a step even further, towards application-180

aware restoration in multi-layer networks. Ref. [40] defines a multi-layer ar-
chitecture for differentiated traffic restoration, but only considers two applica-
tion classes (gold and best effort). Our application-aware service restoration
is instead able to restore individually (i.e., in a fine-grained way) many differ-
ent application flows according to their requirements. Ref. [41] demonstrates185

a multi-layer solution that can orchestrate IP/MPLS and optical restoration
depending on application-requested policies. The proposed solution allows ap-
plications to explicitly select the type of restoration they want, but misses the
possibility of specifying other relevant requirements (such as bandwidth, latency
and availability). In our work we fill this gap.190

3. Problem Statement and Approach

We consider as multi-layer network a 2-layer transport network with a trans-
parent Dense Wavelength-Division Multiplexing (DWDM) optical layer and an
IP/MPLS packet layer, whose topology can be abstracted by the network or-
chestrator. An example of abstracted topology at a specific point in time (i.e., a195

snapshot of the network) is depicted in Fig. 2a. At the optical layer, nodes (i.e.,
reconfigurable optical add-drop multiplexers, ROADMs) are interconnected by
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Figure 2: Example of an IP/MPLS and optical multi-layer network topology as abstracted by
the orchestrator at a specific point in time (a) and example of an auxiliary graph based on
such multi-layer network topology (b).

fiber links supporting multiple wavelengths, while at the IP/MPLS layer nodes
(i.e., IP/MPLS routers) are dynamically interconnected by IP adjacencies (or
links). Each IP adjacency is realized through a lightpath (i.e., a transparent200

optical connection) in the optical layer, meaning that a link in the IP/MPLS
layer is always associated to a path in the optical layer.

Multiple service requests are generated over time by business applications
running at the edge of the network (e.g. virtual machine migration or dis-
tributed database synchronization among different branches of the same enter-205

prise), each requesting connectivity between a pair of IP/MPLS nodes. Each
service request sr is represented by a sr(s, d, b, l, a, r) tuple, where s and d are
the IDs of source and destination IP/MPLS nodes, respectively, b is the worst-
case requested bandwidth, l the maximum tolerable end-to-end latency, a the
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minimum tolerable path availability and r specifies, in case the service request210

is affected by a network failure, whether its restoration must be necessarily fast

or can be slow. Note that b, l, a, r are the application requirements, and that
the r requirement is associated to the maximum service downtime that can be
tolerated by the service request: r = fast means that the service request must
be restored fast to minimize the service downtime (e.g. for live streaming ap-215

plications), while in case of r = slow the service request can tolerate a longer
downtime (e.g. for smart metering applications).

In this dynamic scenario, the network orchestrator must be able to:

• Provide connectivity to an application-generated service request as soon
as it is delivered to the orchestrator (i.e., in real-time) by computing an220

end-to-end multi-layer application-aware path, i.e., a path satisfying the
b, l, a application requirements at the same time, and by allocating optical
and IP/MPLS resources in a proper way. We refer to this problem as
application-aware service provisioning.

• Restore a service request, whose connectivity has been affected by a net-225

work failure, on a new application-aware path that meets the b, l, a, r appli-
cation requirements and circumvents the failure. We refer to this problem
as application-aware service restoration.

Even though we only focus on b, l, a, r application requirements, a service
request could require additional ones. For example, in our previous work [42],230

we also considered the e application requirement, according to which a service
request should be provisioned on an end-to-end encrypted optical path. With-
out any loss of generality, in this paper we confine the investigation to a limited
number of requirements. This allows a better comprehension of our proposed so-
lutions to solve the application-aware service provisioning and restoration prob-235

lems, as shown in Sections 4 and 5. Our solutions leverage the construction of
auxiliary graphs, whose model will be described next.

3.1. Auxiliary graph model description

Auxiliary graph models [11] are the main approach for path computation
and dynamic resource allocation to connection requests in multi-layer networks.240

In this paper, we propose an auxiliary graph model for the computation of
application-aware paths that is based on the IP/MPLS-layer network topology.
To construct it, all the IP/MPLS nodes are first added to the auxiliary graph.
Then, two different types of edges can be added, i.e., existing and potential
lightpath edges:245

• An existing lightpath edge is added if a lightpath has been previously
established between two IP/MPLS nodes. An existing lightpath already
carries some network traffic and is associated to an IP adjacency.

• A potential lightpath edge represents whether a transparent lightpath (and,
consequently, an IP adjacency) could be established between two IP/MPLS250
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nodes given the current status of network resources in the optical layer
(e.g. number of available wavelengths). When a potential lightpath edge
is added to the auxiliary graph, the corresponding optical resources (i.e.,
a continuous wavelength) are reserved all over the path, but not allocated.

In general, which potential lightpath edges are added to the auxiliary graph255

depends on (i) the adopted routing and wavelength assignment algorithms in
the optical layer and (ii) the potential lightpath edge addition policy, as we will
point out in the following section.

Figure 2b shows an example of auxiliary graph considering the abstracted
multi-layer topology of Fig. 2a. The graph consists of:260

• The three IP/MPLS nodes A, B and C;

• The existing lightpath edges (A,B) and (B,C). In Fig. 2a, the correspond-
ing lightpaths are (A,1,2,3,B) and (B,3,4,C), which are depicted in red
and green dashed lines, respectively;

• A potential lightpath edge (A,C). The addition of such potential lightpath265

edge guarantees that the optical layer can provide a continuous wave-
length to provision a new lightpath between A and C, for example on the
(A,1,4,C) path.

The definition of such an auxiliary graph greatly simplifies the problem of re-
source allocation in multi-layer networks. First, it allows to represent a multi-270

layer topology on a single-layer graph, which is an augmented version of the
IP/MPLS topology taking into consideration both IP/MPLS and optical layer
resources. Second, the auxiliary graph can be properly manipulated to drive the
selection of application-aware paths for provisioning and restoration, as shown
in the next two sections.275

4. Application-aware Service Provisioning Algorithm

4.1. Description of the algorithm

In this section we describe the auxiliary-graph-based algorithm we have de-
signed to solve the application-aware service provisioning problem. The flow
diagram of the algorithm is shown in Fig. 3a. It is executed every time a280

service request sr(s, d, b, l, a, r) arrives and needs to be provisioned.
First, the algorithm attempts to find an application-aware path that reuses

existing lightpaths. This approach avoids the consumption of new optical re-
sources, since no new lightpath is established at this stage. Three main phases
are involved in the process: (a) auxiliary graph construction, (b) path selection285

and (c) resource allocation.
In the auxiliary graph construction phase, an auxiliary graph including only

existing lightpath edges is created. Such an auxiliary graph is an exact copy
of the current IP/MPLS topology. Among all the existing lightpath edges, the
ones not meeting b, i.e., with available bandwidth Blp < b, are pruned. The290
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Figure 3: Application-aware (a) and baseline [12] (b) service provisioning algorithms.

pruning guarantees that all the remaining existing lightpath edges meet the
requirement b for the service request sr.

After properly constructing the auxiliary graph, the path selection phase is
started to find a suitable application-aware path. In this phase, the Kip-Shortest
Path (Kip-SP) algorithm between the IP/MPLS source s and destination d
nodes is run on it. In principle, many different weights could be chosen for
each existing lightpath edge of the auxiliary graph. In this work, we choose
as weight the lightpath physical length, so that the Kip-SP computed paths
are increasingly ordered according to their end-to-end length. Kip-SP gives as
output up to Kip candidate paths, all meeting the b application requirement.
Among such paths, the algorithm prunes those with latency Lpath > l and with
availability Apath < a. Note that the end-to-end path latency is calculated
according to the following formula:

Lpath =
∑

node∈path

Lnode +
∑

link∈path

Llink (1)

where Lnode is the latency added by the traversed IP/MPLS and optical nodes
(e.g. because of queuing, processing and transmission) and Llink is the propa-
gation delay added by the traversed optical links. Instead, the end-to-end path
availability is calculated as follows [43]:

Apath =
∏

node∈path

Anode ·
∏

link∈path

Alink (2)
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where Anode is the availability of the traversed IP/MPLS and optical nodes and
Alink is the availability of the traversed optical links. Note that the availability
of each component (i.e., node or link) is computed in the following way [44]:

Anode/link =
MTTFnode/link

MTTFnode/link + MTTRnode/link
(3)

where MTTFnode/link and MTTRnode/link are the Mean Time To Fail and
the Mean Time To Repair of the node or link itself. The information on the
node/link estimated latency, MTTF and MTTR can either be explicitly made295

available to the orchestrator through IP/MPLS and optical layer SBIs or com-
puted according to SBIs-gathered information (e.g. failure/repair alarms).

After the path pruning process, all remaining candidate paths meet the b, l, a
application requirements. Among those, if any, the first one in the list (i.e., the
shortest) is chosen as application-aware path for the service request sr, and300

the requested bandwidth b is allocated over the traversed existing lightpaths.
An example of such a path is shown in Fig. 2b, where the service request sr1
is provisioned over the path depicted in blue between A and C, which meets
b1, a1, l1 and uses the existing lightpath edges (A,B) and (B,C).

Alternatively, if the set of candidate paths is empty, the algorithm performs305

a second stage to augment the auxiliary graph constructed earlier by adding
potential lightpath edges. As potential lightpath edge addition policy, the al-
gorithm considers all the possible IP/MPLS node pairs of the auxiliary graph
and adds a potential lightpath edge between a node pair only if (i) no existing
lightpath edge already exists between those nodes, and (ii) there are enough310

optical resources to establish it if needed. The Kdwdm-SP First-Fit (FF) rout-
ing and wavelength assignment algorithm is run on the optical layer topology to
check whether enough resources exist to potentially establish a lightpath and,
if so, to reserve them. As link weight, the algorithm considers the length of
each optical link. Note that, with the addition of potential lightpath edges to315

the auxiliary graph, the chance of finding an application-aware path in the path
selection phase is increased, at the expense of having to set up one or more new
lightpaths in the network. The path selection phase then exactly works as in
the first stage, i.e., it computes Kip-SP and prunes those paths not meeting l
and a application requirements.320

If the list of candidate paths is not empty, the first one is selected as
application-aware path, the chosen wavelengths are allocated for the traversed
potential lightpath edges, their state is changed from potential to existing, and
lastly the requested bandwidth b is allocated over the traversed existing light-
paths. Note that, in this second stage, resources need to be allocated both at325

optical (i.e., wavelengths) and IP/MPLS layers (i.e., bandwidth). An example
of such an application-aware path is shown in Fig. 2b, where the service request
sr2 is provisioned over the red path, which meets b2, l2, a2 and consists only on
the potential lightpath edge (A,C). Such a service request may require a strin-
gent l2 > l1 value that cannot be met by a path using the existing lightpath330

edges (A,B) and (B,C), as instead done for sr1. The algorithm thus needs to
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augment the auxiliary graph with the (A,C) potential lightpath edge to find
a suitable solution. The reserved wavelength is then allocated on the A,1,4,C
path (Fig. 2a) and the service request is provisioned.

Otherwise, if the set of candidate paths is still empty, the service request is335

blocked, because there are not enough resources either at optical and IP/MPLS
layers to provision it.

One of the advantages of our provisioning algorithm is its modularity, since
additional application requirements can be included and evaluated by properly
modifying either the auxiliary graph construction phase, or the path selection340

phase, or both. For example, if a service request requires end-to-end optical
encryption e, as recalled in Section 3, the auxiliary graph construction phase
can be modified to prune all the existing lightpath edges that both are not
encrypted and end-to-end. This has been evaluated in our previous work [42].

4.2. Computational complexity analysis345

We express the algorithm complexity in terms of number of calls to K-SP,
which can be implemented as a polynomial-time algorithm [45]. In the worst
case, K-SP is run once in the first phase of the algorithm, i.e., while searching
paths on the auxiliary graph with only existing lightpaths added. Then, it
runs up to N(N − 1) times for potential lightpaths addition to the auxiliary350

graph (where N is the number of IP/MPLS routers). Finally, K-SP is run once
again to find an application-aware path on the augmented auxiliary graph. This
means that the overall complexity of the algorithm is O(N2) K-SP calls (i.e.,
polynomial-time complexity).

4.3. Description of the benchmark service provisioning algorithm355

To evaluate the effectiveness of our application-aware service provisioning
algorithm, we compare it with a benchmark baseline provisioning algorithm.
The baseline provisioning algorithm is built upon the link mapping algorithm
proposed in [12]. As shown in Fig. 3b, the baseline provisioning algorithm is
a simplified version of our proposed provisioning algorithm lacking application360

awareness. It works in two stages and tries to provision a service request by
using existing lightpath edges first and by only considering the bandwidth b ap-
plication requirement. This means that, unlike our application-aware algorithm,
it does not perform any path pruning, and thus l and a requirements cannot be
guaranteed. A comparison between application-aware service provisioning and365

baseline algorithms allows to fully disclose the benefits of our approach with
respect to the current best practices, as we will show in Section 6.

5. Application-aware Service Restoration Algorithm

5.1. Description of the algorithm

This section shows how the auxiliary graph model presented in Section 3 can370

be exploited for a fine-grained application-aware restoration of service requests
once they are affected by network failures. Our application-aware restoration
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Figure 4: Application-aware service restoration algorithm.

algorithm is shown in Fig. 4 and consists of two phases: an Affected Service
Requests Detection (ASD) and a Service Request Reroute (SRR) phase.

The ASD phase aims at finding the service requests affected by a failure375

when it happens. Note that in this paper we focus on bidirectional optical link
failures (e.g. fiber cuts), but the concept can be easily extended to other kinds
of link and/or node failures. When a failure occurs, the algorithm detects all
the affected lightpaths, i.e., the lightpaths that have been tiered down by such
failure since they traverse a failed optical link. The algorithm then retrieves the380

corresponding affected IP links at the IP/MPLS layer. From this information
it is possible to get the list of affected service requests. An affected service
request has been previously provisioned on an application-aware path crossing
one of the affected IP links. The ASD phase terminates by updating the multi-
layer topology, as stored by the orchestrator, by removing the failed optical and385

affected IP links, since they cannot be used anymore.
The SRR phase aims at restoring individually each affected service request

from the list. The type of restoration is chosen according to the application
requirement r. If r = fast, the network opts for application-aware IP/MPLS
restoration, otherwise it opts for application-aware multi-layer restoration. The390

rationale behind this choice is that application-aware IP/MPLS restoration
reroutes the service request at the IP/MPLS layer, which is a fast process tak-
ing no more than few hundreds of milliseconds. Application-aware multi-layer
restoration may instead require the setup of new lightpaths in the network,
which is a slow process taking tens of seconds/minutes [31].395

When application-aware IP/MPLS restoration is chosen, a new path is searched
at the IP/MPLS layer to circumvent the failed optical and affected IP links. An
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auxiliary graph with only existing lightpath edges is created and a path pruning
process is performed to find an application-aware path meeting b, l, a application
requirements (red boxes in Figs. 3 and 4). If no path can be found, it is impossi-400

ble to meet the r application requirement and the service request recovery fails,
otherwise IP/MPLS resources are allocated on the new application-aware path
to restore the service. If the request recovery fails, resources are released all over
the corrupted path, to make them available for future requests. Even though
this restoration strategy relies on available resources at IP/MPLS layer and is405

then a single-layer approach, the ASD phase updates the multi-layer topology
by taking into account the failure propagation across optical and IP/MPLS
layers. This solves the issue of current IP/MPLS restoration approaches [29],
which cannot rely on any information about optical layer failures.

When application-aware multi-layer restoration is chosen, a new application-410

aware path is searched at the IP/MPLS layer first, as it happens for application-
aware IP/MPLS restoration. If found, the service request is rerouted on the
path. This guarantees that (i) the service is restored fast even though r = slow

(good for the application) and (ii) already-established IP/MPLS resources are
reused (good for the network). If no path is found, an application-aware path is415

then searched on an auxiliary graph augmented with potential lightpath edges,
by adopting the same procedure shown in the blue box of Fig. 3. If a path
is found, the multi-layer topology is updated including the added lightpath(s),
flagged as establishing. These lightpaths can be used to reroute other affected
service requests with r = slow, but not with r = fast, since they are still being420

established and cannot guarantee fast service request recovery. The IP/MPLS
and optical resources are then allocated, while if no application-aware path is
found the service request recovery fails, and resources are released all over the
corrupted path. This mechanism is inherently multi-layer, since it involves both
optical and IP/MPLS layers in the whole restoration process [34]. Note also425

that reusing lightpaths that are being established for the provisioning of service
requests with r = slow allows to keep the number of newly-set-up lightpaths
low in the overall restoration process.

The performance of our restoration algorithm, in terms of number of successfully-
restored service requests, depends on the order in which the affected service430

requests are restored. The best strategy is restoring first all the affected service
requests with r = fast. Prioritizing the service requests with r = fast guar-
antees that the spare IP/MPLS resources are first re-used for the requests that
actually need fast restoration, thus increasing the chances of successfully restor-
ing them on the limited and already-established IP/MPLS resources. Then, if435

any spare IP/MPLS resources are left, they can be used to provide fast restora-
tion to service requests with r = slow, before establishing new lightpaths. Our
algorithm guarantees this prioritization by properly sorting the list of affected
service requests at the end of the ASD phase.

Note that our restoration algorithm is fully reactive, i.e., no resources is440

pre-planned for backup paths before that restoration is triggered by a fail-
ure. Pre-planning of resources to increase availability and further reduce service
downtime has been tackled in our previous work [46].
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Requirements
Type of restoration b l a Restoration

time
Fine-
grained?

Application-aware IP/MPLS X X X Fast (ms) Yes
Application-aware multi-layer X X X Slow (s, min) Yes

Baseline IP/MPLS X Fast (ms) Yes
Baseline multi-layer X Slow (s, min) Yes
Optical X Slow (s, min) No

Table 1: Considered restoration strategies and their features.

5.2. Computational complexity analysis

Similarly to Section 4.2, we express the algorithm complexity in number445

of calls to K-SP. Application-aware IP/MPLS restoration requires to run K-
SP once (i.e., on the auxiliary graph including only existing lightpaths), so the
overall complexity of such strategy is O(1) K-SP calls. Application-aware multi-
layer restoration instead requires to augment the auxiliary graph with potential
lightpaths, so its complexity is the same of the service provisioning algorithm450

as shown in Section 4.2, i.e., O(N2) K-SP calls. The overall complexity of
the application-aware service restoration algorithm, which is executed when a
failure is detected, depends on the number Mas of affected service requests. The
worst case in terms of time execution happens when all the service requests have
r = slow and thus require multi-layer restoration. Considering this case, the455

overall complexity of the algorithm is O(Mas ·N2) K-SP calls.

5.3. Description of the benchmark restoration strategies

We compare our application-aware restoration algorithm with two differ-
ent approaches. The first one, called baseline restoration algorithm, is analo-
gous to application-aware restoration, but lacks of application awareness. Ser-460

vice requests with r = fast are restored using baseline IP/MPLS restoration,
while service requests with r = slow are restored using baseline multi-layer
restoration. In both cases, the affected service requests are restored by finding
a path only meeting b and neglecting l and a, as done in Fig. 3b. The baseline
IP/MPLS restoration process works similarly to existing schemes in IP/MPLS465

networks such as IP Fast Reroute [13], but (i) on a fine-grained fashion and
(ii) by exploiting, through the ASD phase, the failure propagation informa-
tion across optical and IP/MPLS layers. Baseline multi-layer restoration recalls
instead well-known state-of-the-art multi-layer restoration algorithms [30][40].

The second approach is optical restoration [14], where all the traffic crossing470

a tiered-down lightpath is rerouted on a newly-set-up one. This approach is
neither fine-grained, since traffic flows for multiple affected service requests are
always recovered on the same path, nor application-aware, since it does not
guarantee that l and a application requirements are met after restoration.

Note that application-aware multi-layer, baseline multi-layer and optical475

restoration all can lead to similar high service downtime (tens of seconds/minutes),
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Parameter Value

DWDM optical layer
Number of ROADMs 30

Number of bidirectional fiber links (Nlinks) 56
Number of wavelengths per fiber link 80

Wavelength capacity 100 Gb/s

IP/MPLS layer
Number of IP/MPLS routers 14

Discrete-event simulation
Service request generation Poisson process

Service request holding time Exponential
Number of service requests 100000
Number of transitory events 10000
Number of simulation runs 25

Provisioning and restoration algorithms
Kip 50

Kdwdm 5

Table 2: List of general simulation parameters and their values.

since require (or may require, in case of multi-layer restoration) the set up of
new lightpaths. Same happens for application-aware IP/MPLS and baseline
IP/MPLS restoration schemes, which both act at IP/MPLS layer and can be
performed fast (few hundreds of milliseconds). A recap of the restoration strate-480

gies considered in this paper is shown in Tab. 1.

6. Performance Evaluation

6.1. General simulation settings

We implemented and simulated our proposed algorithms in Net2Plan [47].
As multi-layer topology, we used the Telefonica Spain national transport net-485

work topology. The optical layer consists of 30 ROADMs interconnected by 56
bi-directional fiber links (each one carrying up to 80 wavelengths, with a capac-
ity of 100 Gb/s each) and 14 IP/MPLS routers [48]. We doubled the propagation
delay for each fiber to consider any possible processing and queuing delay intro-
duced by nodes connected to each fiber link. Even though this leads to a rough490

processing and queuing delay estimation, it ensures that any computed end-to-
end path latency upper bounds the real one, since the propagation delay can
be considered as dominant delay factor in modern transport networks [49]. The
service requests are generated according to a Poisson process with an exponen-
tial holding time (i.e., following the M/M/∞ queuing model). Once a service495

request expires, the resources allocated to it are released. All the simulations
start from an empty network, with no pre-provisioned lightpaths and IP links.
For each simulation run, we simulated the processing of 105 service requests,
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Parameter Value

DWDM optical and IP/MPLS layer
MTTFnode/link {1000, 10000, 100000} time units (uniform)
MTTRnode/link 1 time unit

Anode/link {99.9, 99.99, 99.999} % (uniform)

Service requests / Application requirements
Traffic matrix Uniform or TID (depends on simulation)

Requested bandwidth b {1, 10, 100} Gb/s (uniform)
Maximum latency l {10,∞} ms (uniform)

Minimum availability a {99.75, 0} % (uniform)
Restoration r Omitted

Table 3: List of parameters for service provisioning simulations.
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Figure 5: Blocking probability comparison of application-aware (AA) and baseline service
provisioning algorithms in case of uniform and TID traffic matrices. Results are reported
along with 95% confidence interval.

starting to collect statistics after the first 104 requests, so as to reach a desired
network utilization and avoid collecting statistics during the initial transitory500

phase. Since many simulation parameters are randomized, we performed 25
simulation runs for each simulation setting with different random seeds, and we
averaged the obtained results. Concerning the application-aware service provi-
sioning and restoration algorithm parameters, we set Kdwdm = 5 and Kip = 50.
The complete list of general parameters, which are never changed, is reported505

in Tab. 2.

6.2. Evaluation of application-aware service provisioning

In this subsection, we focus on the evaluation of the application-aware service
provisioning algorithm described in Section 4. We consider a scenario where no
failures occur in the network, and thus the r application requirement can be510

omitted. The MTTR of ROADMs, fiber links and IP/MPLS routers is set to
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MTTRnode/link = 1 time unit, while their MTTF is randomly chosen from the
following set: MTTFnode/link = {1000, 10000, 100000} time units. This means
that, according to Eq. 3, the node/link availability is uniformly distributed
among the values in the following set: Anode/link = {99.9%, 99.99%, 99.999%}.515

We consider two different traffic matrices: (i) a uniform traffic matrix, where
the start s and destination d endpoints for each service request are uniformly
distributed among all the IP/MPLS nodes and (ii) a realistic non-uniform traf-
fic matrix provided by Telefonica Spain, where most of the traffic is routed
from/to IP/MPLS nodes around the capital city (i.e., Telefonica Investigacion520

y Desarrollo (TID) traffic matrix). For each service request, the b, l, a applica-
tion requirements are uniformly chosen from the following sets: b = {1, 10, 100}
Gb/s, l = {15,∞} ms, a = {0, 99.75} %. l = ∞ (a = 0%) means that the ser-
vice request is not constrained by latency (availability). The list of parameters
for this scenario is reported in Tab. 3.525

Figure 5 shows the blocking probability of service requests as a function of
the network load for the two different traffic matrices. The network load is ex-
pressed in terms of average number of service requests in the network (Erlang).
We compare the performance of our application-aware (AA) service provision-
ing algorithm and of the baseline algorithm shown in Fig. 3. A uniform traffic530

distribution leads to lower blocking probability than the TID traffic distribu-
tion for both algorithms. This happens because, in case of TID traffic, optical
and IP links around the capital city become congested faster than in case of
uniform traffic, where the load is more balanced. For this reason, it is harder
to find a suitable path for a service request. We also notice that, in case of535

uniform traffic, the application-aware algorithm leads to higher blocking than
the baseline algorithm, while this does not happen in case of TID traffic, where
blocking probability is comparable for the two algorithms. Generally speaking,
the application-aware algorithm leads to higher blocking probabilities because
it has been designed to block a service request if it is impossible to meet all the540

application requirements at the same time, while the baseline algorithm focuses
on finding a path with only enough bandwidth, while neglecting the other re-
quirements. This phenomenon is not visible in case of TID traffic matrix for the
same topological reason explained above, i.e., because most of the IP links are
concentrated around the capital area and thus it is harder to find alternative545

paths than the shortest ones.
Figures 6a and 6b focus also on another evaluation metric, i.e., violation

probability. This metric evaluates the probability that the path provided to a
service request violates one or more application requirements. For the sake of
clarity, we only consider two network load values (750 and 1750 Erlang). Fig-550

ure 6a shows both blocking and violation probability for the two network load
values and for the two different traffic matrices. Violation probability is always
zero for the application-aware algorithm. In fact, the algorithm has been in-
herently designed to always meet all the application requirements. Conversely,
the baseline algorithm always leads to high violation probabilities (up to 6%),555

since it allocates resources in an application-unaware manner, meaning that it
may happen that the l and a application requirements are not met by a pro-
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Figure 6: Violation and blocking probability comparison (a) and violation probability break-
down (b) for application-aware (AA) and baseline service provisioning algorithms in case of
uniform and TID traffic matrices.

visioned path. If we consider the sum of blocking and violation probabilities
as a measure of the goodness of an algorithm (i.e., a service request is mishan-
dled either if it is blocked or it does not meet all the application requirements560

at the same time), our application-aware algorithm significantly outperforms
the baseline algorithm. Figure 6a also shows that violation probability, for the
baseline algorithm, is lower in case of TID traffic than in case of uniform traffic,
and it increases as the traffic load increases. In fact, considering higher traffic
load conditions, provisioned paths are in average longer, raising the chance of565

violating either l (higher propagation delay), or a (higher number of crossed
components) or both. This is well shown in Fig. 6b, which reports the break-
down of violation probability into the different application requirements. We
can see that violations are mainly due to latency rather than availability, and
a small number of service requests violate both, since the sum of latency and570
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Uniform TID
Load AA Baseline AA Baseline

750 733.2± 1.9 706.9± 2.7 647.3± 2.5 638.5± 2.9
1750 2240.9± 10.7 2487.9± 17.7 1901.9± 10.8 1983± 14.2

Table 4: Average number of active lightpaths (i.e., IP links) in the network. Results are
reported along with 95% confidence intervals.

Uniform TID
Load AA Baseline AA Baseline

750 0.943± 0.001 0.955± 0.001 0.930± 0.002 0.947± 0.002
1750 0.969± 0.001 0.973± 0.001 0.971± 0.0002 0.978± 0.0003

Table 5: Average IP links utilization. Results are reported along with 95% confidence intervals.

availability violation probabilities is slightly higher than the overall violation
probability.

Tables 4 and 5 show the average number of active lightpaths and average
IP link utilization for the two algorithms, considering 750 and 1750 Erlang net-
work loads. The average number of active lightpaths (Tab.4) increases as the575

network load increases for both algorithms, i.e., as more service requests need
to be provisioned. For a load of 750 Erlang, the average number of active light-
paths is slightly more for the application-aware algorithm with respect to the
baseline algorithm, since more lightpaths need to be activated to meet latency
and availability requirements. Conversely, for a load of 1750 Erlang, the trend580

is the opposite, meaning that our application-aware algorithm, at higher loads,
is able to better provision service requests on already-established lightpaths.
Table 5 shows instead that IP links are always almost fully utilized (more than
90% of utilization), and the average link utilization is only slightly higher for
the baseline algorithm with respect to the application-aware algorithm (up to585

1.7% more). This means that both algorithms are able to effectively groom traf-
fic on existing IP links. Both Tables 4 and 5, show that our application-aware
algorithm brings benefits in terms of blocking and violation probabilities at no
considerable additional costs in terms of used optical and IP/MPLS resources.

Experiments shown in Figs. 5, 6a, 6b and Tables 4, 5 were repeated over590

a different network topology, i.e., Internet2 [50], considering uniform traffic.
Very similar results were obtained, with up to 8% violation probabilities for the
baseline algorithm. We do not report a detailed evaluation on the Internet2
topology for the sake of conciseness.

We focused then on a scenario where two different service request classes595

exist, whose application requirements are shown in the table in Fig. 7. The first
class, called constrained, has low latency and high availability requirements, and
well suits for future 5G applications. The second class, called unconstrained,
does not consider latency and availability as relevant requirements. We set the
traffic load to 1750 Erlang and we considered TID traffic distribution. Figure600
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Service request class Application requirements

Constrained
b = {1, 10, 100} Gb/s (uniform)

l = 10 ms
a = 99.75%
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Figure 7: Definition of constrained and unconstrained service request classes (a) and viola-
tion/blocking probability comparison of application-aware (AA) and baseline service provi-
sioning algorithms when the percentage of constrained service requests increases (b). Load =
1750 Erlang, TID traffic matrix.

7b shows the blocking and violation probabilities, for both application-aware
and baseline algorithms, as a function of percentage of service requests belong-
ing to each class: (0%,100%) means that all the service requests belong to
the unconstrained class, while (100%,0%) means that all the service requests
are constrained. The figure shows that, as the percentage of constrained service605

requests increases, (i) blocking probability slightly increases for the application-
aware algorithm, since it becomes harder to find an application-aware path for
all of the constrained service requests, while (ii) it is constant for the baseline
algorithm, since constrained and unconstrained service requests are always pro-
visioned in the same way. However, while the violation probability is guaranteed610

to be zero for the application-aware algorithm, it consistently increases for the
baseline algorithm, reaching 11% when all the service requests belong to the
constrained class. In this specific case, our application-aware algorithm per-
forms best, mishandling 10% service requests less than the baseline algorithm.
This means that our approach will show its full potential in the future 5G era,615

where most of the traffic is expected to be generated by applications with very
stringent requirements.
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Parameter Value

Link failure
Failure generation Poisson process ( 1

λ = 400 time units)
Failure holding time Exponential ( 1

µ = MTTRlink = 1 time unit)

DWDM optical and IP/MPLS layer
MTTRlink 1 time unit
MTTFlink

1
λ ·Nlinks = 22400 time units

Alink 99.996%
Anode 100%

Service requests / application requirements
Traffic matrix TID

Requested bandwidth b {10, 50} Gb/s (uniform)
Maximum latency l {10,∞} ms (uniform)

Minimum availability a {99.75, 0} % (uniform)
Restoration r fast or slow (depends on simulation)

Table 6: List of parameters for service restoration simulations.

6.3. Evaluation of application-aware service restoration

In this subsection, we focus on the evaluation of the application-aware ser-
vice restoration algorithm described in Section 5. We consider a scenario where620

bi-directional fiber links can fail. Link failures are generated according to a
Poisson process, with exponential repair time (i.e., M/M/∞ queue) governed
by the parameter MTTRlink = 1 time unit. We assume that the inter-arrival
time between link failures is around 1

λ = 400 time units, and the failed opti-
cal link is uniformly chosen among the whole set of links. This implies that625

MTTFlink = 1
λ ·Nlinks = 22400 time units and consequently, according to Eq.

3, Alink = 99.996% for all the bidirectional links. We do not consider node fail-
ures in this experiment, meaning that Anode = 100% for all the ROADMs and
IP/MPLS routers. For each service request, the b, l, a application requirements
are uniformly chosen from the following sets: b = {10, 50} Gb/s, l = {10,∞}630

ms, a = {99.75, 0} %. We focus on the evaluation of each proposed application-
aware restoration strategy (i.e., IP/MPLS restoration and multi-layer restora-
tion) independently, meaning that we choose for all the service requests of a
simulation run either r = fast (IP/MPLS restoration) or r = slow (multi-
layer restoration), depending on the restoration strategy we want to evaluate.635

We always consider as traffic distribution the TID traffic matrix. The list of
parameters considered in the described scenario are reported in Tab. 6. In
the following experiments we compare (i) application-aware (AA) IP/MPLS
and (ii) application-aware (AA) multi-layer (ML) restoration strategies with
the three benchmark strategies reported in Tab. 1: (iii) baseline IP/MPLS,640

(iv) baseline multi-layer (ML) and (v) optical restoration. We focus on higher
traffic loads than in the previous subsection, since for low traffic load conditions
all the restoration strategies have similar performance.
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Figure 8: Unsuccessful recovery probability comparison between the different service restora-
tion strategies: AA IP/MPLS, AA ML, baseline IP/MPLS, baseline ML and optical restora-
tion. Results are reported along with 95% confidence interval.

Figure 8 shows the unsuccessful recovery probability of service requests when
the restoration process is triggered, i.e., every time a failure occurs, as a func-645

tion of network load. The unsuccessful recovery probability metric measures the
probability that the restoration process fails for a service request. The graph
shows that the fine-grained strategies (both application-aware and baseline)
always outperform optical restoration. Specifically, optical restoration unsuc-
cessful recovery probability significantly increases as the load increases (up to650

40% for a load of 15000 Erlang). The reason is that with higher load it is harder
to find spare optical resources to set up an alternative lightpath to circumvent
a link failure. If not possible to find, the optical restoration process fails and
the recovery, for all the affected service requests crossing the tiered-down light-
path, fails simultaneously. Conversely, all the fine-grained strategies can reroute655

each affected request individually and in a tailored way, by reusing and/or es-
tablishing IP/MPLS and optical resources more effectively. In fact, the chosen
restored path for each affected service request can be different and both de-
pends on the considered application requirements (b for baseline and b, l, a for
application-aware strategies) and on the current network status. Unsuccessful660

recovery probability is thus kept low (always less than 10%) and is only slightly
load-dependent. Moreover, the IP/MPLS strategies (both application-aware
and baseline) have a higher unsuccessful recovery probability than the corre-
sponding multi-layer ones, since they cannot establish new optical resources.
Furthermore, the application-aware strategies (both IP/MPLS and multi-layer)665

have a higher unsuccessful recovery probability than the corresponding base-
line ones, since it is harder to find a path meeting all of b, l and a application
requirements (application-aware) other than only b (baseline).

Figures 9a and 9b investigate the violation at recovery probability metric,
which evaluates the probability that a restored path for a service request violates670

one or more application requirements. We focus on a traffic load of 3000 and
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Figure 9: Violation at recovery and unsuccessful recovery probability comparison (a) and
violation at recovery probability breakdown (b) for the different service restoration strategies:
AA IP/MPLS, AA ML, baseline IP/MPLS, baseline ML and optical restoration.

15000 Erlang. Both figures show that violation at recovery probability is always
zero for the application-aware strategies, since they always avoid the violation of
application requirements and fail the recovery if this is not possible. Conversely,
it ranges from around 4% to 7% for the other strategies (baseline and optical675

restoration). Figure 9a shows the sum of unsuccessful recovery and violation at
recovery probabilities for all the restoration strategies, thus measuring the prob-
ability of mishandling a service request in the restoration phase. Results show
that such probability is always lower for the application-aware strategies than for
the corresponding baseline ones. However, application-aware IP/MPLS restora-680

tion performs only slightly better than baseline IP/MPLS restoration (around
1% better). This is expected, since application-aware IP/MPLS restoration can
only reuse IP/MPLS resources to meet application requirements for an affected
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ML Rest. Optical Rest.
Load AA Baseline

3000 60.4± 1.1 63.3± 1.4 61.7± 2.0
15000 88.9± 3.4 90.2± 2.3 90.3± 1.1

Table 7: Average number of established ligthpaths when restoration is triggered by a failure.
Results are reported along with 95% confidence interval.

service request. Instead, application-aware multi-layer restoration consistently
outperforms the baseline multi-layer restoration strategy (up to 7% better),685

meaning that application-aware multi-layer restoration is able to set up new
optical resources in a more effective way to meet the requested application re-
quirements. It is also important to note that both application-aware and base-
line fine-grained strategies always significantly outperform optical restoration,
especially at high traffic loads and network utilization. Figure 9b reports the690

breakdown of violation recovery probability into the different requirements. It
shows that the violation at recovery probability for baseline and optical restora-
tion strategies is mainly due to l violations (up to 6.5%), with only marginal a
violations (around 1%), with a small fraction of service requests violating both.

Finally, Tab. 7 reports the average number of established lightpaths when695

restoration is triggered for network loads of 3000 and 15000 Erlang and for
application-aware multi-layer restoration, baseline multi-layer restoration and
optical restoration (note that IP/MPLS restoration, both application-aware
and baseline, never adds lightpaths to the network). The table shows that
the higher is the load, the more lightpaths need to be established in the net-700

work, when restoration is triggered, to recover the affected service requests.
Moreover, application-aware multi-layer restoration requires the establishment
of a slightly less number of lightpaths than the other two strategies, meaning
that the benefits in terms of violation at recovery probability of our multi-layer
strategy (shown in Figs. 9a and 9b) come with no additional costs in terms of705

established optical resources.

7. Conclusion

In this work we proposed and evaluated two dynamic algorithms for application-
aware service provisioning and restoration in multi-layer transport networks.
The algorithms have been designed to be part of the application-aware path710

computation and resource allocation modules of a multi-layer SDN orchestra-
tor, and have been integrated in an orchestrator implementation [10].

We first formalized the problems of application-aware service provisioning
and restoration, according to which a service request must be provisioned or
restored in such a way that all the application-specific requirements are met.715

We identified an auxiliary-graph-based approach as the most suitable strategy
to solve such problems, and introduced the auxiliary graph model. We then
described our application-aware service provisioning and restoration algorithms,
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which properly create and manipulate auxiliary graphs. The service provisioning
algorithm provides, to each service request, an application-aware path meeting720

all of bandwidth, latency and availability requirements; however, since it is
designed in a modular way, it could be extended to consider additional ones.
Furthermore, the service restoration algorithm allows to individually restore
each failure-affected service while meeting bandwidth, latency, availability and
service disruption tolerance.725

We evaluated our algorithms by means of simulations. We showed that
they outperform some benchmark and state-of-the-art service provisioning and
restoration strategies, since they always prevent application requirement viola-
tions with only a marginal increase in blocking/unsuccessful recovery probabil-
ities, especially when network load is unbalanced. Moreover, this comes at no730

considerable additional costs in terms of used optical and IP/MPLS resources.
We also showed that our algorithms perform best when most of the applications
have strict latency and availability requirements, as it is foreseen to happen in
the future 5G era.

As future work, we plan to improve our algorithms with respect to the auxil-735

iary graph construction phase (e.g. by identifying and evaluating new potential
lightpath edge addition policies) and the path selection phase (e.g. by con-
sidering more complex weights for the auxiliary graph edges, not only related
to the physical length of lightpaths but also to their residual bandwidth) to
achieve further traffic engineering objectives other than, as done in this paper,740

maximizing the usage of IP/MPLS network resources.
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